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Abstract

● We study the situation when we need to compare two data sets. We 
use a method of statistical inference to decide whether the data 
supports a particular hypothesis related to similarity of the samples. 
The  two sample hypothesis tests can deal with matched pairs or 
two independent sets of data. Hypothesis testing can be applied to 
compare proportions, means, and variances. Examples of hypothesis 
testing include comparing vaccines, education results and other 
topics.



Hypothesis Test Means: Two Sample z Test

Assumptions: 

1. The X data is gathered from a random sample from a population with mean μ1 
and known standard deviation σ1.

2. The Y data is gathered from a random sample from a population with mean μ2 
and known standard deviation σ2.

3. The X and Y samples are independent of each other.
4. X and Y are from a normal distribution or

 sample size of X is m, sample size of Y is n, and both are greater than 30. 



Hypothesis Test Means: Two Sample z Test

Null hypothesis: 

H0: μ1-μ2 = ∆0

Alternative hypothesis: 

● Ha: μ1-μ2 > ∆0
● Ha: μ1-μ2 < ∆0
● Ha: μ1-μ2 ≠ ∆0

Test statistic value: 

z = (xbar - ybar - ∆0)/ sqrt(σ1
2/m + σ2

2/n)



Procedure Two Sample z Test

Each student in a class of 21 responded to a questionnaire that requested their grade 
point average (GPA) and the number of hours they studied each week. For those 
who studied less than 10 h/week the GPAs where

and for those who studied at least 10 h/week the GPAs were

The standard deviation of GPAs of the whole campus is σ = .6 . Is there evidence 
that the true average GPA is higher for students who study more with a significance 
level of .05? 

2.80 3.40 4.00 3.60 2.00 3.00 3.47 2.80 2.60 2.00

3.00 3.00 2.20 2.40 4.00 2.96 3.41 3.27 3.80 3.10 2.50



Checking If The data is Normal

● We used a Q-Q plot to compare the quantiles of our data to a normal 
distribution.

● Not a rigorous statistical test but can be used as a visual way to spot if the data 
is normal.

● If the data is close enough to their straight lines on our visualization then the 
data is roughly normal.

● For our demonstration, our data is roughly normal.



Q-Q Plot



Hypothesis Set Up

Our goal is to test whether μ1 < μ2, or alternatively μ1 - μ2 < 0. This means our 
hypothesis is a left tail test.

H0: μ1-μ2 = 0

Ha: μ1-μ2 < 0

z = -.34

zα = z.05 = qnorm(.05, mean = 0, sd = 1, lower.tail = TRUE) = -1.644854



Visualizing Our Test



Conclusion

● We can see that the test statistic z = -.34 is not in the critical region.

● We fail to reject the null hypothesis that the mean GPA for students who study 
at least 10 h/week is the same as those who study less that 10 h/week.

● We have to state that this test does not provide sufficient evidence to support 
our claim that the true average GPA is higher for students who study more



Hypothesis Test Means: Two Sample t Test
Assumptions: 

1. The X data is gathered from a random sample from a population with mean μ1.

2. The Y data is gathered from a random sample from a population with mean μ2.

3. The X and Y samples are independent of each other.

4. The data comes from a normal distribution



Hypothesis Test Means: Two Sample t Test

Null hypothesis: 

H0: μ1-μ2 = ∆0

Alternative hypothesis: 

● Ha: μ1-μ2 > ∆0
● Ha: μ1-μ2 < ∆0
● Ha: μ1-μ2 ≠ ∆0

Test statistic value: 

t = (xbar - ybar - ∆0)/ sqrt(s1
2/m + s2

2/n)



Hypothesis Test Means: Two Sample t Test

Degrees of freedom: 

𝜈 = (s1
2/m + s2

2/n)2/[(s1
2/m)2 /(m-1)+ (s2

2/n)2/(n-1)]



Procedure Two Sample t Test

The accompanying time-to-repair (min) data for both high rail and low rail breaks 
on curved track appeared in the article “Uncertainty Estimation in Railway Track 
Life-Cycle Cost” (J. Rail Rapid Transit 2009: 285-293). (On a curved track, the 
high rail is the outer rail with the larger radius, while the low rail is the inner rail 
with the smaller radius.)

High:

Low:  

159 120 480 149 270 547

340 43 228 202 240 218

258 154 216 240 169

202 202 216 75 340



Procedure Two Sample t Test

● Carry out a test of hypothesis at significance level .10 to decide if there is 
evidence for concluding that true average repair time for high rails exceeds that 
for low rails by more than 30 mins. 



● The procedure is similar for different population parameters.

● This time we present how to do this easily using the statistical programming 
language R.

● We use R to produce the Q-Q plots and to calculate a p-value. 

Technology



R Code



Q-Q Plots



t Test Results



P-Value Method

● Instead of trying to check if our test statistic is inside a critical region, an 
equivalent method is to compare the p-value to the significance level.

● The rule:
○ If p < α , then reject the null hypothesis.
○ If p > α, then fail to reject the null hypothesis.



Conclusion

● Our results show that the p-value greater than the significance level.

● We conclude that we fail to reject the null hypothesis.

● There is not sufficient evidence to support the claim that true average repair 
time for high rails exceeds that for low rails by more than 30 mins. 



Hypothesis Test: Proportions
● Common significance levels that are given are α=0.01 and α=0.05
● The most common significance level to use is α=0.05      
● H0 : p value = some percentage
● There is an alternative hypothesis test that states if the test is either left tailed or right tailed, known as Hα        
●  Usually if your p value is less than the significance level, you reject the null hypothesis       
●  There is an example where Joon thinks that 50% of brides in America who get married for the first time are younger 

than their husbands; in this case     H0 : p = 0.5 and       Hα :  p ≠  0.5
● The hypothesis test was to figure out whether or not the percentage is 50% while a significance level of α=0.01 is being 

used
● The problem states that there are 100 first time brides with 53% of them reporting to being younger than their 

husbands, which is not to far away from 50%
●  Distribution for the test is: P’ - N(p, √(p - q)/n), where P’ = percent of first time brides younger than their husbands, 

p = 0.5, q = 1 - p = 0.5, and n =100



Hypothesis Test : Variance
● Studies show how where a specific hypothesis is generated about a population parameter, and sample statistics are used to assess the 

likelihood that the hypothesis is true. 

● For this sample we will look at the variance when testing a hypothesis for example cholesterol levels after a experimentation from taking 

medication.

● For example, in some clinical trials there are more than two comparison groups. In a clinical trial to evaluate a new medication for 

asthma, investigators might compare an experimental medication to a placebo and to a standard treatment (i.e., a medication currently 

being used). In an observational study such as the Framingham Heart Study, it might be of interest to compare mean blood pressure or 

mean cholesterol levels in persons who are underweight, normal weight, overweight and obese.  

● The technique to test for a difference in more than two independent means is an extension of the two independent samples procedure 

discussed previously which applies when there are exactly two independent comparison groups. 

● The ANOVA technique applies when there are two or more than two independent groups. The ANOVA procedure is used to compare the means of the 

comparison groups and is conducted using the same five step approach used in the scenarios discussed in previous sections. Because there are more than 

two groups, however, the computation of the test statistic is more involved. The test statistic must take into account the sample sizes, sample means and 

sample standard deviations in each of the comparison groups.

. 



Consider an example with four independent groups and a continuous outcome measure. The independent groups 
might be defined by a particular characteristic of the participants such as BMI (e.g., underweight, normal weight, 
overweight, obese) or by the investigator (e.g., randomizing participants to one of four competing treatments, call 
them A, B, C and D). Suppose that the outcome is systolic blood pressure, and we wish to test whether there is a 
statistically significant difference in mean systolic blood pressures among the four groups. The sample data are 
organized as follows:



The hypotheses of interest in an ANOVA are as follows:

● H0: μ1 = μ2 = μ3 ... = μk
● H1: Means are not all equal.

where k = the number of independent comparison groups.

 

In this example, the hypotheses are:

● H0: μ1 = μ2 = μ3 = μ4
● H1: The means are not all equal.

The null hypothesis in ANOVA is always that there is no difference in means. The research or alternative hypothesis is always 
that the means are not all equal and is usually written in words rather than in mathematical symbols. The research hypothesis 
captures any difference in means and includes, for example, the situation where all four means are unequal, where one is 
different from the other three, where two are different, and so on. The alternative hypothesis, as shown above, capture all 
possible situations other than equality of all means specified in the null hypothesis.



The test statistic for testing H0: μ1 = μ2 = ... =   μk is:

and the critical value is found in a table of probability values for the F distribution with (degrees of freedom) df1 = k-1, df2=N-k. The 
table can be found in "Other Resources" on the left side of the pages.

In the test statistic, nj = the sample size in the jth group (e.g., j =1, 2, 3, and 4 when there are 4 comparison groups),  is the sample 
mean in the jth group, and  is the overall mean.  k represents the number of independent groups (in this example, k=4), and N represents 
the total number of observations in the analysis. Note that N does not refer to a population size, but instead to the total sample size in the 
analysis (the sum of the sample sizes in the comparison groups, e.g., N=n1+n2+n3+n4). The test statistic is complicated because it 
incorporates all of the sample data. While it is not easy to see the extension, the F statistic shown above is a generalization of the test 
statistic used for testing the equality of exactly two means.  

NOTE: The test statistic F assumes equal variability in the k populations (i.e., the population variances are equal, or s1
2 = s2

2 = ... = sk
2 

). This means that the outcome is equally variable in each of the comparison populations. This assumption is the same as that assumed for 
appropriate use of the test statistic to test equality of two independent means. It is possible to assess the likelihood that the assumption of 
equal variances is true and the test can be conducted in most statistical computing packages. If the variability in the k comparison groups 
is not similar, then alternative techniques must be used.



Conclusion 

We found that the decision rule for the F test in ANOVA is set up in a similar way to 
decision rules we established for t tests. The decision rule again depends on the level of 
significance and the degrees of freedom. The F statistic has two degrees of freedom. 
These are denoted df1 and df2, and called the numerator and denominator degrees of 
freedom, respectively. The degrees of freedom are defined as follows:

df1 = k-1 and df2=N-k,
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